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Abstract

Feedback and evaluations shape modern life and are increasingly inflated across educational,
professional, and digital systems. We hypothesize that inflated feedback, by boosting confidence,
shifts fairness perceptions toward greater acceptance of inequality, even absent any material
stake. In a preregistered online experiment with a US-representative sample, we subtly inflate
performance feedback for identical test performances, which raises both overestimation and
overplacement. Acting as impartial spectators, treated participants redistribute significantly
less to lower-performing workers, reducing the extent of redistribution by about 14%. The effect
is strongest among those who attribute performance to skill and effort, and text analysis points

to motivated attention to performance as the operative channel.

1 Introduction

Feedback and evaluations shape modern life, from school grades and workplace promotions to
algorithmic recommendations. Beyond signaling competence and guiding effort, feedback shapes
how individuals perceive themselves and others. Crucially, feedback is increasingly inflated across
educational and professional systems, as evidenced by widespread inflation of grades (Denning
et al., 2022; Gans and Kominers, 2026) and performance evaluations (Bretz Jr et al., 1992; Bol, 2011;
Golman and Bhatia, 2012) and flattering automated interactions with digital and AI platforms (Wei
et al., 2023; Carro, 2024). AI chatbots engage in sycophancy in over 70% of interactions, providing

positive affirmation in 36% of messages (Moore et al., 2026). This reflects a structural feature of
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how these systems are trained: reinforcement learning from human feedback (RLHF') optimizes for
user approval rather than accuracy (Christiano et al., 2017; Sharma et al., 2023). Such inflated
feedback may artificially boost individuals’ confidence, their beliefs about their performance and
abilities, which, via biased self-perception (Heidhues et al., 2018; Hestermann and Le Yaouanq,
2021), motivated reasoning (Bénabou and Tirole, 2016), or selective attention to performance
(Lang et al., 2013; Loewenstein and Wojtowicz, 2023), could shift perceptions of fairness, potentially
leading individuals to accept greater inequality.

This may have broad social implications. Economic inequality has sharply increased in ad-
vanced democracies (Chancel et al., 2022), yet public support for redistribution has stagnated or
even declined (Kuziemko et al., 2015; Cappelen et al., 2007; Cavaillé, 2023). Higher education,
often perceived as promoting egalitarian views, actually predicts lower support for redistribution
(Bullock, 2021). Scholars attribute this to “meritocratic hubris” (Sandel, 2020), the tendency to see
personal outcomes as deserved rewards for skill and effort rather than luck or structural advantages.
We propose that meritocratic hubris emerges not only from genuine achievement but also from in-
creasingly inflated signals of success, such as pervasive grade inflation or flattering evaluations by
digital technologies like Al chatbots.

We hypothesize that inflated feedback, by boosting confidence, shifts individuals’ fairness per-
ceptions toward greater acceptance of inequality, even when they have no direct material interest
at stake. Testing this hypothesis convincingly requires a design that disentangles confidence from
other influences on fairness views. Observational data cannot do this, given confounding from re-
verse causality and unobserved individual characteristics. We therefore designed a preregistered
online experiment with 800 participants representative of the US population. Using a minimal
yet realistic intervention, we subtly inflated feedback by providing a lenient evaluation treatment
for identical test performances. This isolates the causal effect of confidence (defined as beliefs
about one’s own performance) on fairness perceptions, while preserving ecological validity. The in-
tervention increased both overestimation (beliefs about absolute performance) and overplacement
(beliefs about relative performance). Participants then acted as impartial spectators: they redis-
tributed money between two others based only on relative performance. Experimental evidence
confirms that real-world Al feedback creates the same dynamic: Al assistance improves measured
performance but inflates self-assessed performance by more, generating a net negative calibration
(Fernandes et al., 2026; Bastani et al., 2025).

We find that even this subtle inflation of feedback significantly reduces support for redistri-



bution. Despite having no personal financial stake, participants who received lenient evaluations
consistently allocated fewer resources to lower-performing individuals, resulting in a decrease in
the Extent of Redistribution of 14.4% (Figure 2), highlighting how minor shifts in confidence alone
can measurably erode support for equality. The effect was strongest among those who attributed
performance primarily to skill and effort rather than luck. Moreover, qualitative responses indicate
that inflated feedback heightened the salience of performance differences, leading participants to
justify inequality on meritocratic grounds explicitly. This points to subtle cognitive mechanisms,
particularly motivated attention, as a likely channel linking inflated confidence to fairness views.
These findings imply meritocratic hubris can stem not only from genuine success but also from
artificially inflated evaluations. As inflated feedback spreads across education, workplaces, and
digital interactions, such as Al-based chatbots (Moore et al., 2026; Sharma et al., 2023), subtle
confidence boosts may aggregate into broader societal acceptance of inequality. Crucially, market
forces likely exacerbate this issue: because positive feedback can be produced at negligible marginal
cost and consumers tend to prefer reassuring evaluations (Mobius et al., 2022; Unknown, 2025),
educational institutions and digital platforms face incentives to inflate performance signals. This
creates a market-driven externality unlikely to be corrected by competition alone, underscoring
the need for policymakers to address the overlooked societal costs of inflated feedback. This study
advances three strands of literature. First, while previous research has studied feedback’s effects on
individual outcomes such as educational achievement and productivity (Murphy and Weinhardt,
2020; Tekleselassie et al., 2025), we document spillovers onto redistributive preferences, an exter-
nality largely overlooked by institutions that provide evaluations. Second, although overconfidence
is widely recognized as a pervasive cognitive bias (Moore and Healy, 2008; Daniel and Hirshleifer,
2015; Malmendier and Tate, 2015), its broader social consequences remain underexplored. Exist-
ing experiments typically manipulate confidence using paradigms (e.g., “easy—hard” task designs)
that simultaneously alter task difficulty and thus confound shifts in confidence with changes in
perceived deservingness (Moore and Healy, 2008; Hansson and Sund, 2023). We introduce a sim-
ple and realistic intervention, subtle inflation of performance feedback, that consistently increases
multiple dimensions of confidence (overestimation and overplacement) while maintaining truthful
communication and without changing actual performance or task difficulty. This allows us to iso-
late confidence as a causal driver of fairness views and inequality acceptance. Finally, our research
contributes to the growing literature on psychological and contextual determinants of distributive

preferences (Stantcheva, 2021; Cappelen et al., 2022, 2007, 2020; Almas et al., 2022). Comple-



menting prior studies that explored how experiences of success and failure shape redistribution
preferences (Deffains et al., 2016; Cassar and Klein, 2019; Espinosa et al., 2020; Fehr and Voll-
mann, 2022), we isolate confidence as a causal mechanism driving attitudes toward redistribution
using a minimal, realistic intervention that mimics naturally occurring feedback inflation. In doing
so, we extend recent experimental evidence that Al interactions inflate self-assessed performance
beyond actual gains (Fernandes et al., 2026; Bastani et al., 2025) to a downstream outcome not

previously documented: redistributive preferences.

2 Setting

We conducted a preregistered online experiment with 800 adult participants recruited from Prolific,
an online platform shown to yield high-quality survey data (Peer et al., 2022). The sample was
designed to be representative of the US population along age (approximately), sex, race, and polit-
ical affiliation. In our main analysis, we focus on the sample that complies with all pre-registered
comprehension checks, leaving 749 observations. As explained in Methods, participants completed
a five-minute analytical task and were then randomly assigned to one of two grading schemes: a
Lenient condition, which inflated performance feedback, or a Strict condition, which, relatively, did
not (Extended Data Table 1). The grading scheme was the only aspect that varied across groups.
After receiving feedback, participants make a redistribution decision as impartial spectators (Cap-
pelen et al., 2020). They were informed that Worker One had outperformed Worker Two and
received $6 under a winner-take-all scheme. Participants could leave the allocation unchanged or

redistribute any portion to the lower-performing worker.

3 Inflated Feedback Increases Confidence

Inflated feedback significantly increased participants’ confidence (Figure 1). Participants in the
Lenient condition overestimated their raw score by 0.74 points out of 10 (two-tailed t-test, t-
statistic = 6.64; P < 0.001; n = 749), compared to a mean overestimation of —0.22 points in the
Strict condition. They also believed that others scored higher on average (+0.53, two-tailed t-test, t-
statistic = 4.61; P < 0.001; n = 749), relative to the Strict participants who attributed an average of
5.69 points to others. However, their perceived advantage over others also grew disproportionately,
indicating increased overplacement. Within the study, treated participants overplaced themselves

by 0.22 points (two-tailed t-test, t-statistic = 1.81; P = 0.071; n = 749) compared to 0.08 in the



Strict group. In more general terms, the treatment increased the share of participants who reported
weakly better analytical skills (relative to the average American) by 6.7 percentage points (two-

tailed t-test, t-statistic = 2.94; P = 0.003; n = 749), compared to a baseline of 85% in the Strict

condition.
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Figure 1: Inflated feedback increases confidence measures. Bars show regression-adjusted
means (£95% confidence intervals) from OLS models including controls for task score, baseline
confidence, and education level. The first two bars display adjusted means under strict and lenient
evaluations, and the third bar shows the treatment effect (Lenient — Strict). Overestimation (Panel
A) measures the gap between actual and perceived scores. Score of Others (Panel B) reflects the
perceived scores of participants. Panel C captures the difference between perceived and actual score
differences relative to the modal score. Panel D is a binary variable indicating whether individuals
perceive their skills as weakly better than the average US skill level.

4 Confidence Reduces Support for Redistribution

The Lenient group allocated significantly more to the higher-performing worker (Figure 2). Relative
to the Strict group, the Extent of Redistribution, as defined in Methods, fell by 0.05 (two-tailed
t-test, t-statistic = —2.31, P = 0.021, n = 749), a 14.4% decline from the unadjusted Strict mean

of —0.34. Relaxing distributional assumptions, a Wilcoxon rank-sum test yields very similar results



and remains statistically significant (Wilcoxon rank-sum test, P = 0.032, n = 749).

Lenient-treated individuals were significantly less willing to redistribute, suggesting their social
preferences shifted toward less egalitarian outcomes.

Alternative outcomes (as in Methods) yield consistent results. Implemented Inequality rose
by 0.05 (two-tailed t-test, t-statistic = 2.15, P = 0.032), and the Share Allocated to the Higher
Performer Worker (Worker One) increased by 2.66 percentage points (two-tailed t-test, t-statistic
= 2.31, P = 0.021) compared to the Strict mean of 66.8%. This effect is notable given the lack
of personal financial stake: inflated feedback can shift fairness views, not just behavior driven by

material self-interest.
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Figure 2: Inflated feedback reduces support for redistribution. Bars show regression-
adjusted means (£95% confidence intervals) from OLS models including controls for task score,
baseline confidence, and education level. The first two bars display adjusted means under strict
and lenient evaluations, and the third bar shows the treatment effect (Lenient — Strict). The Extent
of Redistribution (Panel A) is a measure between —1 and 1, where —1 allocates all to the higher
performer (Worker One) and +1 allocates all to the lower performer (Worker Two). Implemented
Inequality (Panel B) is the absolute counterpart measure and ranges from 0 to 1. Panel C, the
Share Allocated to the Higher Performer, is the share given to the higher performer worker, plotted
in percentage points.

5 Overplacement, Overestimation, and Redistribution

To identify which component of overconfidence drives redistributive preferences, we compare the

effects associated with overestimation and overplacement. Conditional average treatment effect



analyses (Athey and Imbens, 2015) (Extended Data Figure 1) point to overplacement as more
predictive. Instrumental variable regressions confirm this pattern. First stage estimations validate
the impact of inflated feedback on both measures of confidence, overestimation (two-tailed t-test,
beta = 0.23, t-statistic = 7.20, P < 0.001, F-stat= 51.85, n = 749) and, in the right direction
but weaker, overplacement (two-tailed t-test, beta = 0.07, t-statistic = 2.21, P = 0.028, F-stat=
4.87, n = 749). Second stage estimations show that overestimation is associated with a significant
reduction in the support for redistribution (two-tailed t-test, t-statistic = —2.20, P = 0.028, n =
749), and overplacement points in the same direction although the estimate is noisier (two-tailed
t-test, t-statistic = —1.62, P = 0.105, n = 749). The association with overplacement (—0.77 versus
—0.23; Figure 3) tends to be larger but also noisier, presumably due to the weaker first stage. These
results underpin the role of confidence and highlight relative standing as especially important for

redistributive preferences, even when redistribution only affects others.
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Figure 3: Instrumental variable estimates of overestimation and overplacement. Bars
show regression-adjusted coefficients (£95% confidence intervals) from IV models including controls
for task score, baseline confidence, and education level. Panel A reports first-stage regressions of
inflated feedback on overestimation and overplacement. Panel B reports second-stage IV estimates
of the effects of overestimation and overplacement on the Extent of Redistribution.



6 Heterogeneous Effects by Beliefs and Sociodemographics

Treatment effects varied across participants. The effect was strongest among participants who
attributed performance to effort or skill rather than luck, supporting the idea that confidence rein-
forces beliefs that performance is merit-based (Figure 4). In addition, we observed larger treatment
effects among younger participants and among those who identified as politically unaffiliated, con-
sistent with feedback-induced confidence shaping fairness views most strongly among individuals
with less entrenched ideological anchors (Ortoleva and Snowberg, 2015). In the age split, the treat-
ment reduced redistribution significantly for participants aged younger than the median age of 42
in the US labor force (two-tailed t-test, beta = -0.09, t-statistic = -2.77; P = 0.0059, n = 327),
whereas no effect was detected among those older (two-tailed t-test, beta = -0.02, t-statistic =
-0.75; P = 0.45; n = 422). Similarly, the treatment had a measurable effect among independents
(two-tailed t-test, beta = -0.12, t-statistic = -3.07; P = 0.0021; n = 276), while the corresponding
effect among partisans was smaller and statistically indistinguishable from zero (two-tailed t-test,
beta = -0.02, t-statistic = -0.55; P = 0.58; n = 473). Treatment effects were directionally consistent
with the literature across gender and race, but none of the differences were statistically significant.
Nevertheless, we note that women reported lower baseline confidence than men, consistent with
prior findings on gender gaps in confidence and competition (Extended Data Table 2) (Niederle
and Vesterlund, 2007; Almas et al., 2020; Ranehill and Weber, 2022; Kuziemko et al., 2015; Alesina
et al., 2018).

7 Confidence and the Salience of Merit

To examine potential mechanisms, we analyzed participants’ open-ended explanations of their re-
distribution choices. Exploratory text analysis indicates that inflated feedback made performance

9w

considerations more salient: performance-related words (e.g., “working,” “answered,” “right”) were

significantly more frequent in the Lenient condition, whereas redistribution-oriented terms (e.g.,

R4

“distribution,” “put”) appeared more often in the Strict condition (Extended Data Table 3). To go
beyond word counts, we classified each explanation along seven mutually non-exclusive categories
of allocation justification using a large language model (GPT-5; see Methods). The merit category
captures whether an explanation invokes Worker One’s performance, effort, skill, score, speed, or

task correctness as a relevant consideration in the allocation. In the Strict condition, 56.5% of

explanations are classified as merit-based, compared to 63.0% in the Lenient condition, a difference
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Figure 4: Heterogeneity by perceived importance of luck, effort, and skill. Bars show
regression-adjusted means (+95% confidence intervals) from OLS models including controls for task
score, baseline confidence, and education level. The first two bars display adjusted means under
strict and lenient evaluations, and the third bar shows the treatment effect (Lenient — Strict) on
the Extent of Redistribution. Panels are split by whether participants judged luck, effort, or skill
to matter “not at all” or “a little” (Low importance) versus “somewhat,” “quite a bit,” or “very
much” (High importance) for performance on the task. p (High vs Low) in High—importance panels
reports the Welch t-test p-value comparing the treatment effect between High and Low groups
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of 6.5 percentage points (two-tailed z-test of proportions, z = 1.81; P = 0.069; n = 749; one-sided
P = 0.035).

The same coding reveals a mirror-image substitution pattern. Appeals to strict egalitarian
fairness, an even-split rationale grounded in equality rather than performance, fall from 23.5% in
the Strict condition to 17.0% in the Lenient condition, a 6.5 percentage point decline (two-tailed
z-test, z = —2.19; P = 0.028; n = 749). Lenient-treated participants thus move their explanations
away from egalitarian framing and toward merit framing, even though the experimental manipu-
lation provides no new information about the magnitude of the performance gap. Together, these
patterns indicate that inflated feedback directs attention toward performance, subtly reshaping
normative beliefs about fairness and deservingness in a manner consistent with motivated atten-
tion. By contrast, when explicitly measuring three previously pre-registered channels, self-serving
attribution (Deffains et al., 2016), empathy (Andries et al., 2024), and affect, we found limited
evidence supporting these mechanisms (Extended Data Table 4). Specifically, the treatment had
no significant effect on beliefs about whether performance was driven by skill, effort, or luck, pro-
viding little support for self-serving attribution. Likewise, we observed no significant differences
in empathy (measured as perceived similarity with the lower-performing worker) (Andries et al.,
2024) or affect (measured via self-reported happiness). The divergence between explicit mechanism
measures and open-ended responses aligns with recent evidence that attention, what comes sponta-
neously to mind, can shape behavior even in the absence of explicit belief updating (Haaland et al.,
2024; Graeber et al., 2024) or new information (Bordalo et al., 2022, 2025). Our results, therefore,
underscore the importance of capturing not only individuals’ explicit beliefs, but also their implicit

attentional focus when examining judgments of fairness and inequality.

8 Discussion

This study provides experimental evidence that inflated feedback reduces support for redistribu-
tion. A subtle manipulation, changing the grade attached to identical performance, was sufficient
to increase participants’ confidence and shift their fairness views. Treated individuals were signif-
icantly less likely to redistribute money to a lower-performing worker, despite having no personal
stake in the outcome. These findings show that feedback affects not only self-perception but also
distributive preferences. Because redistribution decreased even in an impartial setting, the move

must reflect fairness views rather than self-interest. Moreover, the effect was stronger among those
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who attributed success to effort or skill.

Relative self-assessment, specifically overplacement, matters more than absolute overestimation.
This highlights the role of social comparisons in shaping fairness views (Stantcheva, 2021). Con-
trary to some existing theories, we find little evidence that self-serving attribution, empathy, or
affect mediate the results. Instead, exploratory text analyses point to attention as the operative
channel, directing focus toward performance and subtly reshaping fairness judgments.

These results offer a psychological explanation for several macro-level puzzles. For instance, they
may help explain why rising inequality has not been accompanied by a proportional rise in public
support for redistribution (Cavaillé, 2023), and why higher education or career success is often as-
sociated with less egalitarian preferences (Bullock, 2021). When success or positive feedback breeds
confidence, and confidence legitimizes inequality due to motivated attention to performance, sup-
port for redistribution decreases. The findings also raise practical questions. In educational or
professional settings, grade inflation or overly positive feedback may have unexpected effects: it
may shape how individuals think about fairness and merit. In digital environments, Al chatbots
exhibit sycophancy in over 70% of interactions, with positive affirmation in 36% of messages (Moore
et al., 2026). Experimental evidence confirms that this matters for self-assessment: Al assistance
improves actual performance but inflates self-assessed performance by more, generating a net neg-
ative calibration (Fernandes et al., 2026), and Al-assisted students underperform on subsequent
unassisted tests relative to those who never used Al (Bastani et al., 2025). Our results extend this
chain: if Al-inflated confidence also reduces support for redistribution, the feedback structure of

digital platforms may carry aggregate societal costs beyond individual learning outcomes.

9 Methods

9.1 Participants and Recruitment

We recruited 800 participants via Prolific, an online platform shown to yield high-quality survey
data (Peer et al., 2022), between July 6 and August 13, 2024. The sample was stratified to
approximate the joint distribution of age, gender, race, and political affiliation in the US population.
Due to a platform constraint, the age filter was removed for the final five observations; the sample
remains approximately representative in age. On average, participants were 46 years old, 50%

female, 55% college-educated, and 63% employed at least part-time (Extended Data Table 5).
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9.2 Payments and Incentives

Participants were paid at a base rate of $12 per hour. Additional performance-based incentives
were provided.

Ten participants were randomly selected and paired. For these pairs, spectator redistribution
decisions were implemented for real money.

Belief elicitation tasks, where participants predicted their own score and that of a random peer,
were also incentivized. Five participants per question received $5 bonuses for correct predictions.
For peer predictions, one participant was randomly selected as the benchmark against which guesses
were evaluated.

We also incentivized a personality trait matching task, designed to assess empathy. Among the
ten implemented redistribution pairs, one Worker Two per pair was randomly selected as the
benchmark. All participants (including the selected Worker Two) had completed one of three short
personality trait modules. For each module, we identified participants who exactly matched the
benchmark’s responses across five traits and correctly guessed their total score. From this group,

two participants per module (six in total) received $5 bonuses.

9.3 Data Quality

We included several features to ensure high-quality responses. As highlighted in section Payments
and Incentives, key responses were incentivized for accuracy (Danz et al., 2022).

Two strategically placed attention checks were used: one before the treatment assignment, the
other before the mechanism question. Participants were also informed that completing the survey
too quickly could lead to non-payment, following Prolific’s policy.

Beyond formal checks, we aimed to foster engagement by framing participation as socially mean-
ingful. We emphasized our role as non-partisan researchers and described the study’s contribution
to broader societal knowledge. We also highlighted participants’ roles as important to the study’s
success.

Finally, participants were asked to reflect on how much attention they had paid to the survey, with
the assurance that this would not affect their compensation.

Approximately 94% of participants passed all quality screens (sample restrictions are detailed in

section Sample Definition and Statistical Analysis).
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9.4 Experimental Procedure and Confidence Manipulation

The experiment consisted of five stages: (1) baseline confidence elicitation, (2) analytical task,
(3) randomized feedback treatment, (4) redistribution decision, and (5) post-treatment belief and
mechanism elicitation.

Participants first predicted the letter grade they expected to receive (A, B, or C), which we use as
a measure of baseline confidence before receiving feedback.

They then completed a five-minute analytical reasoning task consisting of ten questions adapted
from the Woodcock-Johnson cognitive test battery (Woodcock and Johnson, 1989). The number
of tasks was not disclosed in advance, and the time constraint was tight, both of which increased
subjective uncertainty about performance, key to allowing feedback to shift beliefs.

Participants were then randomized into one of two feedback conditions (Extended Data Table 1):

e The Strict (Control) condition mapped raw scores to conventional grade thresholds (e.g., 8/10

= B).

e The Lenient (Treatment) condition applied lower thresholds (e.g., 8/10 = A), mimicking

grade inflation.

The only difference between conditions was the mapping from score to grade. Task difficulty, tim-
ing, and scoring were held constant. Randomization was implemented at the individual level using
Qualtrics’ built-in randomizer. This design addresses limitations of commonly used “easy—hard”
paradigms, which shift confidence inconsistently: overplacement decreases, but overestimation often
increases in task difficulty (Moore and Healy, 2008). In contrast, our Lenient treatment generates
consistent shifts in both overestimation and overplacement without confounding changes in per-
ceived effort or deservingness through changes in objective task difficulty.

The Lenient condition mimics real-world grade inflation, common in US higher education (Denning
et al., 2022). More broadly, our Lenient treatment captures a general feature of many feedback en-
vironments, including algorithmic or workplace evaluations, where inflated or overly positive signals

are common and can shape beliefs without altering actual performance.

9.5 Confidence and Beliefs Measures

Participants estimated their own and a peer’s test score (0-10), allowing us to construct incentivized

measures of overestimation and overplacement. Following Moore and Healy (Moore and Healy,
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2008), overestimation was defined as:

Overestimation = Perceived Own Score — Actual Own Score

Overplacement was defined as:

Overplacement = (Perceived Own Score—Perceived Peer Score)—(Actual Own Score—Modal Score)

where the perceived peer benchmark was incentivized to match the sample’s modal score.

To capture broader confidence and perceived responsibility, participants reported whether they
believed their analytical skills were above, below, or equal to the US average. They also rated the

influence of skill, effort, and luck on their performance on a 5-point Likert scale.

Affect was measured using a 3-point Likert scale on overall happiness. To proxy empathy,
participants completed a five-item personality inventory and guessed how many traits they shared
with a lower-performing peer (0-5). This measure has been used as an indirect assessment of
empathy, under the assumption that perceived similarity facilitates perspective-taking and concern
for others (Andries et al., 2024).

Another measure of confidence is overprecision (Moore and Healy, 2008). It captures the belief
that one’s knowledge or estimates are more accurate than they really are. In principle, overprecision
requires multiple measures of beliefs and a measure of a meta-belief about the accuracy of these
beliefs. Given that we regard overprecision as a secondary measure of confidence for our purposes,
we employ a simplified proxy to avoid substantial increases in cost and complexity. We elicit a

range of scores that participants find plausible for themselves and proxy overprecision as:

Overprecision = (Max Perceived Own Score — Min Perceived Own Score)

9.6 Outcome: Redistribution Decision

After receiving feedback, participants made a spectator redistribution decision; thus, redistribu-
tion choices only involved others. This is based on prior work on performance-based allocations
that aims to capture fairness views (Konow, 2000; Cappelen et al., 2022). Participants were told

that Worker One outperformed Worker Two on the same task and, under a winner-take-all rule,
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received $6. Participants could leave the allocation unchanged or redistribute any portion to the

lower performer.

Our main outcome is the Extent of Redistribution (Freyer and Giinther, 2022), defined as:

Two One
_ Ii — Ii

d; = ~1,1
e [-1,1]

where I7 is the amount spectator ¢ allocates to Worker z € {One, Two}, and I = $6 is the
total initial allocation given to the higher performer. Worker One is the higher earner before
redistribution. This measure ranges from —1 (all to the higher performer) to +1 (all to the lower
performer), with 0 representing an equal split. Pre-redistribution inequality is normalized to one,
and complete equalization corresponds to zero post-redistribution inequality.

We also examine two secondary outcomes: Implemented Inequality (Almas et al., 2020), defined

as
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and the Share Allocated to Higher Performer Worker (Worker One),
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This impartial design avoids self-serving biases found in dictator games, allowing us to interpret

redistribution as a normative fairness view rather than material self-interest.

9.7 Sample Definition and Statistical Analysis

We use a preregistered “attention sample” (N = 749) that excludes participants who failed both
attention checks, reported low survey comprehension, indicated inattention, or gave open-ended
responses inconsistent with the instructions. This sample is a subset of the 789 participants for
whom complete data could be linked.

We estimate treatment effects (Lenient, 7' = 1) using ordinary least squares, with outcomes

denoted by 6.

1. Regression 1:

Hi:a—i—BT—}—ei (1)

15



2. Regression 2:

0; = o+ BT + 0 score_ FE + ¢; (2)
Here, we include the real score obtained in the task.

3. Extended Regression:

0; = a+ BT +~vX; + 6 score_ FE + ¢; (3)

Baseline characteristics were generally balanced across experimental arms (Extended Data Ta-
ble 5), with one exception: a small but statistically significant difference in college education.
We include education as a control variable in X;, as well as baseline confidence. Unless
otherwise noted, inference uses heteroskedasticity-robust standard errors and t-based 95%

confidence intervals.

9.8 Coding of Performance-Justified Inequality in Explanations

We classified each of the 749 open-ended explanations along seven mutually non-exclusive categories
of allocation justification using a large language model.

We first prompted GPT-5, in a single API call with structured output, to propose between
five and eight operationalizable categories spanning the space of justifications observed in the
data. The model was given the paper’s setting and central hypothesis but no prior coding scheme
and no treatment labels. It returned seven categories: merit_higher_performance (invokes per-
formance, effort, skill, score, speed, or task correctness as a relevant consideration in the alloca-
tion), reward_effort_participation (the lower performer deserves something for effort or participa-
tion), equal_split_strict_fairness (50/50 on equality grounds, independent of performance), uncer-
tainty_about_difference (uses lack of information about the performance gap to justify the split),
respect_rules_or_contract (invokes the stated rules or default allocation), incentives_competition_logic
(frames the decision in terms of incentives, motivation, or opposition to participation prizes), and
equity_need_compassion (appeals to compassion or non-merit equity).

We then applied GPT-5 to each of the 749 responses, requesting a binary 0/1 flag for each of
the seven categories along with a one-sentence justification quoting the key phrase that drove each
labeling decision. Each call used a fixed system prompt containing the category definitions and two

positive plus two negative examples per category. The model received the response text and the
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participant’s actual allocation amount to Worker One, but no treatment label. Calls were made
independently and in parallel, with deterministic structured output via a Pydantic schema.

Our main indicator, perf-inequality, equals 1 when the LLM assigns the merit_higher_performance
category and 0 otherwise. This operationalization matches our a priori definition: perf-inequality =
1 if the explanation justifies giving more money to Worker One by referring to Worker One’s higher
performance, effort, ability/skills, number or correctness of tasks, score, or speed; perf_inequality
= 0 otherwise (including cases where such factors are mentioned only to be rejected as a basis for
allocation). For example, statements such as “Worker 1 completed more tasks correctly so it is fair
that they receive more of the bonus” are coded as perf_.inequality = 1, whereas statements such as
“FEven though Worker 1 did more, I split the money equally because everyone should be treated

the same” are coded as perf_inequality = 0.
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Extended Data Figure 1 — Overplacement is more predictive than overestimation in
conditional average treatment effects. Bars show variable importance scores from a causal
forest predicting the conditional average treatment effect of inflated feedback on the Extent of
Redistribution. Variables are grouped into Ezplanatory variables (salmon) and Control variables
(grey). Among the Explanatory variables, Overplacement contributes most strongly to explaining
heterogeneity in treatment effects, compared to overestimation and other belief measures.
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